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Abstract- Phishing detection has undergone a significant change with the advent of Artificial Intelligence (AI) that
can analyze email, URLs, websites, and online behavior automatically and identify complex and evolving cyber threats.
While Al systems can enhance threat detection, their effectiveness can be somewhat dependent on a vast collection and
processing of data, such as personal and sensitive information. This raises significant issues of privacy, data security,
personal rights and appropriate utilization of data. As Al becomes increasingly prevalent in cybersecurity, there is
a delicate equilibrium between safeguarding organizations and individuals against cyber attacks. Al systems can be
biased, produce false alarms or make decisions that are hard to understand and explain. This paper reviews existing
legal and ethical issues related to the use of Al in phishing detection, including the collection and processing of personal
information and the capacity of the legal framework to respond to the new risks posed by Al It explores the concept of
data protection through a comparative lens, that is, by looking at the data protection framework of India in comparison to
the data protection framework of the European Union. Ethical issues regarding digital monitoring and automated threat
assessment are also taken into account. It highlights purpose limitation, privacy, individual rights, data minimisation,
transparency, explainability, human oversight, proportionality, and responsible governance as key principles in achieving
effective cybersecurity and responsible use of Al systems, while safeguarding privacy and individual rights.
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1. Introduction

The increased digitalisation of our world has changed the ways in which people and various institutions whether gov-
ernmental, business-related or financial communicate, exchange information, and make financial and other transactions.
Nevertheless, the increased usage of digital technology is also accompanied by the growing sophistication of cyber threats,
including phishing attacks. The latter refers to malicious and fraudulent actions that are carried out by means of decep-
tive communications or websites, aimed at inducing people to provide their personal confidential information, including
passwords, credit card details, personal data, etc. Phishing is quite effective since it does not depend on the technical
vulnerabilities of the victim, but uses the human behaviour for achieving its malicious goals [1-2]. Additionally, attackers
are now taking increasingly clever advantage of social engineering methods, and the traditional protection tools are no
longer effective. Hence, it is crucial to find more efficient ways of detecting such attacks [3-5]. With the recent emergence
of Al there are some possibilities to address this problem. Phishing detection systems can use machine learning and deep
learning to analyse different types of emails, URLs, websites, and communications, looking for any suspicious indications
of malicious activity. Moreover, owing to the advanced progress in natural language processing and generative Al, the
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systems may analyse linguistic patterns of suspicious communications [5-6]. Hence, Al is one of the essential weapons
in safeguarding businesses against phishing attacks [7-8]. However, with the growing adoption of Al in the fight against
cyber threats emerges another pressing issue. Confidential, private and sensitive information of users can also be included
in the data that aids the detection of phishing by Al algorithms. In this case, the analysis of emails by the Al algorithm
can mean the analysis of their content, sender and recipient information, URLs, metadata, attachments, and user activities,
etc. These things, of course, are essential for the security of the user but in reality they are an infringement on his privacy
[9-11].

So we have a paradox here which arises in the context of applying AI. How can the organisations use the power of
Al yet without compromising the privacy and rights of the user? This problem becomes even more complicated by the
fact that Al algorithms act in a very automated and large-scale manner, making it hard to comprehend the decision that
was made by the Al algorithm and to question it. Al can determine that the message is suspicious and dangerous, block
the message, label a user as suspicious, identify that some behaviours are suspicious, but not explain how the Al made
this determination. Moreover, mistakes made in such systems can result in serious problems. For instance, if there’s a
false positive, the legitimate communication will be blocked, and vice versa. This is why the accuracy of the algorithm
does not imply the suitability of the implementation of an Al system. The effectiveness of the Al system is not the only
issue to be addressed in the discussion of transparency, explainability, fairness, accountability, proportionality and human
supervision [2-3, 9].

Moreover, there is a legal aspect of Al-based detection of phishing attempts. If data is processed by organisations,
for example for cyber security, the conformity with data protection rules and other principles should be considered.
Key points like the legal framework for data processing, data minimization, purpose limitation, transparency, retention,
security, rights of individuals and accountability are particularly crucial if the Al systems are continuously analyzing
digital communications. In India, the Digital Personal Data Protection Act, 2023 is an important legal framework in
the context of analysing the duties related to the processing and protection of digital personal data. The international
standards are comparative and are based on the principles of lawfulness, fairness, transparency, purpose limitation and
data minimisation, in the form of the EU General Data Protection Regulation (GDPR). The elaboration of Al-specific
regulations also confirms the increasing necessity of appropriate governance and accountability of the automated systems
[10-11]. However, there are many questions regarding the ethics of Al phishing detection. Organisations might also
have a legitimate need to monitor communications to make sure that their systems are safeguarded from the attacks.
Meanwhile, over-monitoring can be a problem of digital surveillance, well beyond the demands of the cybersecurity
activities. Employees and users of the system are unlikely to know the extent of their communications being monitored
and analyzed by the automated system as well as how this information is collected and processed. Further, algorithmic
bias, explainability, over-collection of data, and lack of accountability for automated decision-making issues are of concern
[2-3, 10-11].

In the current technology-driven world, phishing is becoming a significant issue, as attackers can also use Al to create
convincing and personalized phishing content. Using the generative Al cyber criminals can produce grammatically correct
and contextually appropriate messages that will be more difficult to spot using the traditional indicators. A technological
battle seems to be unfolding where the Al technology is used as a cybersecurity defense and attack. If the phishing attacks
become more sophisticated, organisations will be encouraged to collect and process even more information, so they can
detect the attacks. So, the dilemma of balancing the enhanced security and privacy becomes even more real [5-6, 8].

Hence, this research is aimed at analysing the legal and ethical implications of Al-driven phishing detection as well
as its interaction with data protection. It will try to overcome the focus on the technological issues of whether or not
Al is able to perform the detection and consider the issues of whether it is possible to implement this kind of detection
lawfully, ethically, in a proportional way and respect individuals’ rights. It will explore the privacy implications of the
collection and processing of the data by the automated detection systems, look at relevant principles, and discuss ethical
concerns regarding the monitoring and decision making of automated detection systems. In addition, the concept of
ensuring responsible use of Al-based cybersecurity and the role of principles such as data minimisation, privacy by
design, transparency, explainability, human supervision and accountability will be assessed [2-3, 10-11].

2. Literature Study

Most research done so far is mainly about making Al-based phishing detection more accurate and efficient, and not so
much about the legal and privacy issues related to the use of personal data in these systems [4-5], [8], [10-11].
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Table 1: Comparison of Al-based phishing detection approaches, advantages, and limitations.

No.

Method / Algorithm Used

Advantages

Limitations

10

11

12

13

14

15

Machine Learning-based phishing
URL classification using Decision
Tree, Random Forest, SVM and Lo-
gistic Regression

Random Forest-based phishing web-
site detection

Support Vector Machine (SVM) for
phishing website classification

Decision Tree-based phishing detec-
tion

Artificial Neural Network (ANN) for
phishing detection

Deep Learning using CNN/LSTM
for phishing URL or webpage detec-
tion

Natural Language Processing (NLP)
for analysing phishing email content

Ensemble Machine Learning com-
bining multiple classifiers

Behaviour-based phishing detection
using user and communication pat-
terns

Al-based real-time phishing detec-
tion using URL, email and webpage
features

Explainable AI (XAI) for cybersecu-
rity/phishing classification

Privacy-preserving machine learn-
ing / Federated Learning for cyber-
security

Al-based phishing detection com-
bined with  human-in-the-loop
decision-making
Generative-Al-based analysis and
detection of sophisticated phishing
communications

Privacy-by-design approach to Al
cybersecurity

Can automatically identify ma-
licious URLs; faster than man-
ual detection; useful for large
datasets

Handles large numbers of fea-
tures; relatively robust and inter-
pretable; good classification per-
formance

Effective for high-dimensional
feature spaces; can provide
strong classification performance
Easy to understand and interpret;
useful for explaining classifica-
tion decisions

Capable of learning complex re-
lationships between phishing in-
dicators; adaptable to different
features

Can automatically learn complex
patterns; useful for detecting so-
phisticated and previously un-
seen phishing characteristics
Can identify suspicious linguistic
patterns, urgency, manipulation,
and social-engineering charac-
teristics

Can improve detection accuracy
and reduce weaknesses of indi-
vidual algorithms

Can identify abnormal behaviour
and attacks that may not contain
known malicious URLs

Enables rapid automated detec-
tion; potentially scalable across
large organisations

Improves transparency and helps
security analysts understand Al
decisions; supports accountabil-
ity

Allows  collaborative  model
training while reducing the need
to centralise raw personal data

Combines Al speed with human
judgement; can reduce harmful
consequences of false positives
Addresses increasingly person-
alised and grammatically sophis-
ticated phishing attacks; can
analyse contextual information
Integrates privacy safeguards
into system architecture; sup-
ports data minimisation and re-
sponsible data processing

Performance depends heavily on
feature quality and training data;
may struggle with previously un-
seen attacks

Requires representative training
data; vulnerable to changes in at-
tacker behaviour; model may be-
come outdated

Computationally expensive for very
large datasets; sensitive to feature
selection and parameter settings
Can overfit training data; perfor-
mance may decrease against so-
phisticated and constantly changing
phishing attacks

Requires substantial training data;
computational requirements can be
high; limited explainability

Requires large datasets and compu-
tational resources; difficult to inter-
pret; risk of adversarial manipula-
tion

Language-dependent; sophisticated
Al-generated phishing messages
may be difficult to distinguish from
legitimate communication

More complex to implement and
maintain; computational cost can
increase; explainability may de-
crease

Requires monitoring of user be-
haviour, creating significant privacy
and surveillance concerns

Requires continuous data process-
ing; collection of email and
behavioural data creates data-
protection risks

Explanations may be incomplete
or technically difficult for ordinary
users to understand

More complex architecture; com-
munication and computational
overhead; privacy is not automati-
cally guaranteed

Human review increases opera-
tional cost and may reduce the speed
of fully automated detection
Generative Al can also be used by
attackers; raises concerns regard-
ing privacy, reliability, explainabil-
ity and misuse

May create trade-offs between pri-
vacy and detection accuracy; imple-
mentation requires organisational
and technical changes
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3. Research Methodology

3.1. Research Design

This paper uses a mixed methodology of analyzing concepts and an analytical approach with a technical and legal-ethical
perspective in studying the use of Al technology to detect phishing. For this, it is about the analysis of methods of
detection of phishing based on artificial intelligence as well as about the analysis of the principles of data protection, legal
requirements and ethical aspects [2-3, 10-11]. The research consists of four key stages: literature review, analysis of the
effectiveness of Al detection methods for phishing attacks, performance assessment, and legal-ethical considerations. The
findings from each of the stages are then summarized to highlight the difficulties of phishing detection using Al and some
suggestions for the responsible and privacy-conscious use of Al [4-5, 8].

N
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Defining the research scope and objectives.

@ 'd A
- J
v : @ Legal Analysis
Literature Review Examining regulatory compliance (e.g., GDPR, CCPA)
Analyzing existing studies and relevant techniques. and liability.
- J \_ )
, ¥ . :
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\ / >y
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Figure 1: Integrated research workflow for Al-driven phishing detection and responsible Al governance. The left panel presents the
technical process from problem identification, data preparation, feature selection, model training, phishing detection, and
performance evaluation, while the right panel summarizes the legal, ethical, privacy, accountability, and governance analysis leading
to the development of a responsible Al framework and final recommendations.

3.2. Methodology Flow

Figure 1 presents the overall methodology adopted in this paper and shows how the technical and governance-oriented
components are connected within a single research process. In the left panel, the technical workflow begins with problem
identification and literature review, after which the required data are collected, pre-processed, and transformed through
feature extraction and selection. Suitable Al models are then selected and trained, while phishing detection performance is
evaluated using accuracy, precision, recall, and F1-score. This sequence shows that the technical analysis is not treated as
an isolated classification task; rather, its outputs are considered together with the broader requirements of responsible Al
deployment. In the right panel, the legal, ethical, privacy, and accountability implications are examined, and the identified
concerns are used to guide the development of a responsible Al framework. Thus, Figure 1 shows how the study integrates
technical phishing detection with legal and ethical analysis so that cybersecurity effectiveness can be considered alongside
privacy, transparency, accountability, and human oversight.
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3.3. Data Collection

The technical part of the research may include the analysis of a publicly available phishing dataset which consists of
legitimate and phishing URLSs, emails or website features. The dataset is split into two subsets - training set and test set.
For example, it can be done by splitting the dataset in an 80% / 20% proportion [4-7]. The phishing dataset may include
such features as:

¢ URL length;

* The count of the special characters;

e If an IP address is present;

¢ The number of subdomains;

e HTTPS use;

* Domain-specific features;

» Keywords of concern;

* Redirection patterns;

 Text conventions of email or Web page;
¢ Others.

The legal and ethical aspect of the research comprises analysing the available laws, regulations, academic research,
cybersecurity standards, and research papers. It primarily addresses the principles of data protection, privacy, transparency,
accountability, data minimisation, automated decision making and human oversight [2, 3, 10, 11].

3.4. Al-Based Phishing Detection

Technical Analysis is examining the machine-learning techniques to classify communications or URLs as phishing or
not. Several different algorithms can be selected depending upon the amount of data available and the computing power
available. These include Logistic Regression, Decision Tree, Random Forest, Support Vector Machine (SVM) and some
learning techniques. The general classification process is shown in Figure 2.

Input Data Data Pre-processing
URLs, emails, websites Cleaning and normalization

Performance Evaluation Phishing Classification
Accuracy, precision, recall, F1-score Phishing or legitimate

Feature Extraction Train/Test Split
Relevant phishing indicators Training and test subsets

Y
AI Model Training
Learning classification patterns

Figure 2: Al-based phishing detection workflow from input-data acquisition to performance evaluation.

The model is fed with the properties of the data set and examines the patterns that emerge in phishing attacks. After
training, the model is tested using data not seen during training. This allows us to test how effective it is for distinguishing
phishing from legitimate emails.

3.5. Data Pre-processing

The data collected are then. Prepared. Duplicate records are eliminated, missing data is filled in, and inconsistent data
is. Avoiding irrelevant elements. When needed, categorical variables are. The numerical features are normalised. Next
feature selection is carried out to find the characteristics useful for detecting phishing. The advantage of this step is that it
will lead to collection of less data or data that is not relevant, which will make the model less efficient. It may also result
in privacy issues. There is a relationship between technical and legal aspects. The aim is not to collect as much data as it
is possible for the Al system. Instead, the focus is on seeing whether strong detection results can be achieved using data
that’s both relevant and appropriately limited.

3.6. Performance Evaluation

The performance of the Al model is evaluated using a confusion matrix and the following measures:

Accuracy
TP +TN
Accuracy = ) (D
TP+TN+ FP+ FN
Precision
.. TP
Precision = ———. )
TP+ FP
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Recall TP
Recall = ———. 3)
TP+ FN
F1-Score Precisi Recall
X
Fl=2x rec%s%on eca ' @
Precision + Recall
Where:

* TP (True Positive): Phishing correctly identified as phishing.

* TN (True Negative): Legitimate content correctly identified as legitimate.
* FP (False Positive): Legitimate content incorrectly classified as phishing.
* FN (False Negative): Phishing incorrectly classified as legitimate.

For phishing detection, recall matters a lot because if a harmful message is missed (what we call a negative) it could get
to the user and cause real damage. On the other hand, precision is important too. If the system flags many safe messages
as dangerous (false positives) legitimate communications might get blocked unnecessarily. That’s why the study doesn’t
just look at accuracy. It focuses on balancing precision and recall. This way it can catch threats without disrupting normal
safe messages.

Table 2: Performance evaluation.

Algorithm Accuracy (%) Precision (%) Recall (%) F1-Score (%)
Logistic Regression 94.2 93.7 929 93.3
Decision Tree 95.6 95.1 94.8 94.95
SVM 96.3 95.8 95.4 95.6
Random Forest 98.1 97.8 97.6 97.7
Neural Network 97.4 96.9 97.2 97.05

3.7. Performance Evaluation Table

Table 2 provides an comparison of commonly used machine-learning algorithms using accuracy, precision, recall, and
F1-score as evaluation measures. The values are presented to demonstrate how the performance of different phishing-
detection approaches can be compared under a common set of metrics rather than to report results obtained from the
experimental implementation of this study. Among the models, Random Forest shows the highest values across all four
measures, while Logistic Regression records comparatively lower performance. The Neural Network and SVM also
exhibit relatively strong and balanced precision and recall, indicating how different classifiers may produce similar overall
performance while varying across individual evaluation measures. Such comparative evaluation allows the strengths and
limitations of candidate models to be examined before a particular approach is selected for practical phishing-detection
deployment.

3.8. Legal and Ethical Analysis

After the evaluation, the research looks into what happens when organisations collect and process data for Al-driven
phishing detection. The focus is on how these actions align with ethical standards. The study considers key areas:

» Lawfulness of data processing
* Data minimisation

* Purpose limitation

* Transparency

* Data retention

* Privacy and confidentiality

* Security of personal data

* Automated decision-making

» Explainability

e Algorithmic bias

* Human oversight

* Accountability

* Liability for incorrect Al decisions

The research specifically asks whether organisations can keep systems safe from phishing threats without collecting
or keeping more personal information than needed. It explores how to balance cybersecurity with respect, for individual
privacy rights. The goal is to find a way to protect data users while still using Al effectively.
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3.9. Development of a Responsible AI Framework

The final step of the process is combining the legal and ethical findings. The risks identified in the study offer suggestions
on how to use Al for phishing detection in this regard. The suggested system has: Data Minimisation, Privacy-by-Design,
Secure Al Processing, Explainability, Human Oversight, Accountability, Limited Data Retention, Continuous Auditing.
This system is meant to create a balance, between how well phishing can be detected and how well individual privacy and
rights are protected.

3.10. Research Outcome

The approach aims to determine the effectiveness of Al in identifying phishing attacks and the legality and ethics of
processing the data required for such detection. The research then looks at cybersecurity performance, with privacy,
legal compliance, transparency and accountability. By integrating this method, the study addresses the research problem:
achieving phishing detection with good accuracy by the Al system without significant loss of data protection or privacy
concerns.

4. Conclusion

Artificial Intelligence is now a tool to combat phishing attacks. It assists organisations to consider many emails, URLs,
websites and people’s actions. This enables them to discover activities quicker than more traditional techniques that
depend on rules. Using machine learning, deep learning and natural language processing techniques can aid in identifying
phishing attempts. These include messages that are extremely personal and even Al-generated messages. These tools
are most effective if they are data rich. This poses a dilemma between safety and privacy and data rights. The study
indicates that the ethical issues come into play when using Al to detect phishing. When you review emails, the details of
emails, how people are acting, and other information can help you determine if the data is being processed in an illegal
manner. It also brings up issues about keeping the needed data, limiting why data is used, being clear about what happens
to data, deciding how long to keep it and who is responsible. Also, there might be mistakes in automatic checks. May
state something is safe when it is not or may not cite something that is not safe. Al can sometimes be hard to explain,
which means that people might not understand why a decision was made. They may not be able to ask questions about
this. Being watched, being free, being fair and being reasonable are other issues that can arise when watching all the
time. The accuracy of an Al system should therefore not be used to assess it. It should also advance privacy and operate
in an open and responsible manner. A good way to handle this is to include cybersecurity, data protection and ethical Al
from the start. Only organisations need to take just the data that is necessary for phishing detection. They should explain
clearly their reasons for taking it and for how long they are willing to do so. They should be able to store data securely.
Be open and honest about what they are doing. They also need to ensure there is some human oversight of Al decisions.
Ensuring good and trusted systems can be achieved through Privacy-by-design and Explainable Al. The protection of
data rules should also be taken into account in India when tackling and preventing cyber threats. In other regions, such
as GDPR, ideas are provided on the approaches to be taken with data management in order to be responsible. Finally, it
should not be considered a compromise between security and privacy when using Al for phishing. The ultimate objective
is to develop systems that can do both. With the evolution of phishing techniques and the incorporation of Al to create
defensive messages, Al will become even more critical. There should be more stringent regulations in place at the time
to ensure that the use of Al in security does not result in excessive surveillance or misuse of personal information. The
future of Al with phishing is not about better algorithms, but about rules that are legal, ethical, private, and hold people
accountable. These rules must safeguard security and people’s rights.
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