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Abstract- Enterprises that operate physical assets increasingly use IoT devices to collect operational data and Digital
Twins (DTs) to represent the condition of assets and processes in digital form. IoT provides measurements from the physical
environment and, in some applications, also carries commands back to equipment. A DT uses these data to maintain and
update a representation of the corresponding physical entity. Previous reviews have usually examined DT architecture, IoT,
edge/cloud computing, artificial intelligence, cybersecurity, or individual application domains as separate topics. In this
paper, we review 45 peer-reviewed papers between 2017 and 2025 and examine how these technologies are combined in
enterprise DT systems. Each paper was examined according to its architectural role, enabling technologies, application
domain, decision function, and reported technical limitations. The comparison resulted in a seven-layer architecture
covering the physical and IoT layer, communication, edge/fog processing, cloud and enterprise data, DT models and
services, intelligence and decision support, and enterprise applications and governance. We also identified five forms of
DT integration. They range from systems used mainly for monitoring to implementations in which DT information is
connected to operational decisions or control. Across the reviewed papers, recurring problems include interoperability,
synchronization between physical and digital states, model validity, cybersecurity, lifecycle management, computational
requirements, and integration with existing enterprise systems. The review indicates that the usefulness of an enterprise
DT depends on how well physical observations, the digital representation, decision functions, and operational actions are
connected within the same system.
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1. Introduction

Replacing a manual activity with a digital interface does not by itself constitute digital transformation. Digital transformation
involves changes in how an organization collects and uses information, coordinates its processes, makes decisions, and
creates value. These changes may involve technology, but they also affect operational procedures and the way different
parts of an organization interact. Vial described digital transformation as a process in which digital technologies create
disruptions that trigger strategic responses and changes in value creation paths [1]. Verhoef et al. similarly separated
digitization, digitalization, and digital transformation, and emphasized that transformation has implications beyond the
information technology function [2]. Nadkarni and Pruegl showed that the concept spans technological and organizational
research streams and therefore needs a clear link between technical capability and organizational change [3]. These
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distinctions matter in cyber-physical enterprises because collecting more data does not, by itself, change how an organization
operates. One component of the connection is provided by the Internet of Things (IoT). Physical process states can be
recorded by sensors, embedded controllers, mobile devices, machines, and gateways, which can then share data with nearby
or distant computing systems. I0T was positioned as a technology foundation for linked industrial processes alongside cloud
computing, cyber-physical systems, analytics, and automation in Industry 4.0 research [4]. However, an IoT implementation
primarily addresses issues related to actuation, observation, and communication. A stream of measurements does not
automatically provide a model of the physical entity, explain how its state is evolving, or support a controlled evaluation of
future actions. DT research addresses this second requirement. Early manufacturing work distinguished a digital model, a
digital shadow, and a DT according to the direction and degree of automated data exchange between physical and digital
entities [5]. Later papers described DTs as combinations of physical entities, virtual models, data, services, and connections
that can support monitoring, simulation, prediction, and control [6,7]. In practice, IoT and DTs perform different but
connected functions. IoT devices report the state of the physical system through measurements collected from sensors
and controllers. A DT relates these measurements to a model of the corresponding asset or process. In applications that
support decision making or control, information may also move in the opposite direction. A recommendation may be
returned to an operator, while applications with actuation capability can send a command to a controller or physical device.
Previous DT surveys have approached the field from different directions. Previous surveys examine different parts of the
DT research space. Fuller et al. [8] discuss enabling technologies and open research issues, while Jones et al. [9] focus
on DT definitions and classification. Industrial applications are reviewed by Liu et al. [10], and Qi et al. [11] examine
technologies and tools used in DT implementation. Qian et al. [12] examine the architectural organization of DT systems.
Sharma et al. [13] consider the relationship between DT theory and practice, while Liu et al. [14] organize DT systems
around physical entities, virtual models, twin data, and applications. More focused reviews address particular technical or
application concerns. Hakiri et al. [15] examine DTs in future networks and IoT environments. Cybersecurity is considered
from general DT and industrial perspectives in [16—18], and production-related implementation challenges are discussed
in [19]. Standards and interoperability are examined in [20,21]. Other reviews focus on DT Networks [22], smart-city
applications [23], IIoT and Industry 5.0 [24], Industry 4.0 reference architectures [25], and DT-assisted edge offloading [26].
The surveys summarized above are organized around different technologies, architectural concerns, or application domains.
Across this selected set, the full path from physical observation to enterprise use is not consistently treated as a single
organizing frame. In an operational system, data may pass through sensing devices, communication networks, edge or
cloud resources, DT models, analytical functions, and enterprise software before contributing to a decision. This review
examines how information remains associated with the correct physical entity and how state is maintained as data move
through these parts of the system. The physical-to-enterprise path is therefore used as the organizing perspective, from
observation and DT processing to decision support and, where applicable, operational action. In this review, enterprise
refers to an organization that operates physical or operational systems and connects them with digital technologies. The
represented environment may include assets, facilities, infrastructure, products, logistics networks, or human-centered
services. The application scope covers manufacturing, healthcare, smart cities and infrastructure, buildings and energy
systems, agriculture, and supply chains. Purely virtual consumer applications are excluded unless they contribute an
architectural concept that can be transferred to a cyber-physical enterprise setting. The review addresses six research
questions:

* RQI: What roles do IoT and DTs perform in enterprise digital transformation?

* RQ2: How can physical assets, IoT data, computing resources, DT models, decision functions, and enterprise applications
be organized within a common architecture?

* RQ3: Which enabling technologies recur in IoT-DT systems, and where do they operate within the architecture?

* RQ4: How do application domains differ in the entity being represented, the decision being supported, and the
operational requirements placed on the DT?

* RQ5: Which technical and governance barriers recur in DT deployment, scaling, and reuse?

* RQ6: What problems remain when separate DT implementations are connected into interoperable and governed
enterprise systems?

The analysis links IoT, DTs, edge/cloud computing, Al, and enterprise systems along the path from physical observation
to operational use. From this analysis, the paper defines a seven-layer architecture that separates the responsibilities of
physical devices, communication, computing resources, DT models, decision functions, and enterprise applications. The
45 reviewed papers are also grouped into five integration patterns according to how DT information is used for monitoring,
diagnosis, prediction, decision support, and closed-loop action. Reported deployment barriers are organized into technical
and governance categories and are used to identify research directions involving interoperability, uncertainty, cybersecurity,
lifecycle management, sustainability, and enterprise-level evaluation.

The rest of the paper is organized as follow: Section 2 defines the main concepts and positions the paper relative to
earlier DT surveys. Section 3 describes the review design, paper selection, and coding procedure. Section 4 examines the
technical foundations while Section 5 presents the seven-layer architecture. Section 6 discusses the enabling technologies
and integration patterns. Section 7 compares the application domains, and Section 8 examines the cross-domain research
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challenges. Section 9 presents the research agenda. Section 10 discusses the limitations of the review, and Section 11
concludes the paper.

2. Background and Positioning of the Review

2.1. Digital transformation as a technical and organizational process

A useful starting point is to separate three terms that are often used as if they were interchangeable. Digitization converts
information from analog to digital form. Digitalization uses digital technologies to improve an existing activity or process.
Digital transformation changes how the organization coordinates resources, makes decisions, provides services, or creates
value [1,2]. This distinction prevents a common classification problem. Installing sensors on a machine is an IoT project.
Connecting the sensor feed to a maintenance model can digitalize maintenance. A broader transformation occurs when the
maintenance process, parts planning, production scheduling, accountability, and performance measurement are reorganized
around the new information flow. For cyber-physical enterprises, transformation therefore has at least two coupled
dimensions. The first is technical: physical state must be captured, transported, interpreted, modeled, and made available
to applications. The second is operational: the resulting information must change a decision, workflow, control action, or
service. IoT and DTs connect the physical and digital parts of an enterprise system. IoT devices collect measurements
from physical assets and processes. A DT uses these measurements to update a digital representation that can support
simulation, prediction, or decision support. In applications that include control, information can also be returned from the
digital system to an operator, controller, or actuator.

2.2. From connected assets to DTs

IoT systems use different sensing, communication, and computing mechanisms. Their devices may differ in sampling rate,
processing capability, energy availability, communication protocol, and ownership. Research on organizational IoT adoption
shows that deployment issues are not limited to sensing and connectivity. Compatibility, security, skills, cost, governance,
and integration with existing processes also affect adoption [27]. Manufacturing research similarly indicates that Industry
4.0 applications commonly depend on combinations of technologies rather than on a single technical component [28].
The distinction between a connected asset and a DT depends partly on how data move between the physical and digital
entities. Kritzinger et al. [5] separated digital representations into three forms. A digital model has no automatic exchange
of data with its physical counterpart. Data is automatically moved from the real object to its digital version in a digital
shadow. By facilitating automatic trade in both ways, a DT expands the physical-to-digital link. The information transfer
between the actual object and its digital representation is the primary difference. Visualization can be supported by a live
dashboard or a three-dimensional model, but a DT needs a maintained representation that is updated from the physical
system and when necessary can enable information flow back to it. This representation is described in a variety of ways in
the literature. Shop-floor DTs are framed around resources, goods, processes, and services by Tao and Zhang [7]. Qi and
Tao [6] concentrate on the relationship between DTs and big data in smart manufacturing. Qian et al. [12] describe the DT
through its architecture, data connection, and applications. Liu et al. [14] use a structure based on physical entities, virtual
models, twin data, and applications. These formulations differ in emphasis, but all rely on an identifiable physical device
and a digital representation that is updated through data exchange. Although these formulations use different structures,
each depends on an identifiable physical device and a mechanism for updating its digital representation. Synchronization
frequency, model detail, and actuation capability then vary according to the intended application.

2.3. Role of Edge, Cloud, Al, and the Digital Thread

Data used by a DT may be generated continuously and at different sampling rates. Transmitting every measurement to a
remote cloud can add communication traffic and delay. Edge and fog resources allow selected processing to take place
closer to the source. Filtering, aggregation, local analysis, and time-sensitive decision functions can therefore be performed
before data are transferred to higher-level services. Research on fog-based IoT systems identifies location awareness,
distributed processing, mobility support, and reduced bandwidth use among the reasons for placing computation near
end devices [29]. DT-assisted edge systems similarly use nearby computing resources for time-sensitive twin functions
and computation offloading [26]. Cloud platforms support functions that require greater storage, computation, or access
to data collected over longer periods. Cloud platforms support storage and computation that may be difficult to provide
close to the physical system. They can retain long-term operational data, support model training and model repositories,
perform analysis across multiple assets, and connect DT services with enterprise applications. Placement depends on the
requirements of the individual function, including response time, communication cost, privacy, reliability, and lifecycle
management. Processing with tight timing constraints may be kept near the physical process. Larger datasets or more
computationally demanding tasks can be carried out on cloud or business systems. When the DT must estimate, analyze,
or forecast data that cannot be obtained directly from measurements, Al becomes important. State estimation, anomaly
detection, forecasting, optimization, perception, and decision assistance are some potential applications. Applications of
Al in Industry 4.0 papers include forecasting, process control, quality evaluation, and predictive maintenance [30]. The
same review literature identifies data quality, model interpretability, system integration, and deployment as continuing
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implementation concerns. The digital thread links information produced at different stages of an asset or product lifecycle.
A DT is generally concerned with the current or evolving state of a particular entity or process. The digital thread
connects that representation with information generated during activities such as design, production, operation, and service.
Cloud-based digital-thread research reports difficulties in maintaining traceability across heterogeneous engineering and
enterprise data sources [31]. An operational DT can therefore be available for one process even when related engineering,
maintenance, service, or compliance information remains distributed across separate systems.

2.4. Position Relative to Earlier Surveys

Table 1 compares DT reviews across the technical areas considered in this paper. The comparison includes DT concepts,
IoT and networking, edge/cloud computing, security and standards, cross-domain applications, and the main emphasis of
each review.

Table 1: Comparison of the present review with DT surveys.

Paper DT concept IoT / network Edge/cloud Security /standards Cross-domain apps. Primary emphasis

Fuller et al. [8] Yes Yes Yes Partial Yes Enabling technologies, challenges, and open research

Jones et al. [9] Yes Partial Partial Partial Partial Characterization of DT definitions and properties

Qietal. [11] Yes Yes Yes Partial Partial Technologies and tools that enable DT implementation

Sharma et al. [13] Yes Yes Yes Partial Yes Theory, practice, challenges, and research questions

Liu et al. [14] Yes Yes Partial Partial Yes Physical entity, virtual model, twin data, and
applications

Hakiri et al. [15] Yes Yes Yes Yes Partial Future networks and emerging IoT industry

Homaei et al. [16] Yes Yes Partial Yes Yes Al-assisted cybersecurity for DTs

Jeremiah et al. [17] Yes Yes Yes Yes Yes Applications, technologies, and security challenges

Mon et al. [24] Yes Yes Yes Yes Partial 10T practices and Industry 5.0 directions

Filho and Canciglieri [25] Yes Yes Yes Partial Partial Industry 4.0 review and reference architecture

This review Yes Yes Yes Yes Yes Enterprise integration layers, patterns, governance,

and transformation outcomes

The analytical frame used in this review follows the path from physical observation to an enterprise decision. For
each paper, the analysis considers where an observation originates, where processing takes place, and how the resulting
information contributes to the DT state. It also identifies the analytical or decision function that uses this state and the
enterprise process in which the output is applied. When an output is connected to an operational action, decision authority
and relevant governance conditions are also recorded. Using the same analytical frame across the included papers provides
a consistent basis for comparing technical layers and application domains.

3. Review Methodology

3.1. Review Design and Scope

A structured literature review was used to examine how IoT, DTs, computing infrastructure, and enterprise applications are
connected. Because the selected publications differ in research design, application setting, and evaluation method, the
synthesis focuses on architectural characteristics rather than pooled numerical outcomes. The coding considers system
roles, interfaces, application functions, and reported deployment barriers. The review covers peer-reviewed journal and
conference publications available from 2017 through 2025. The starting year was selected to include the period in which
explicit DT architectures and related Industry 4.0 formulations were appearing in the literature [4,7]. Search terms
were selected around the concepts examined in the review. Organizational-change terms included digital transformation
and enterprise transformation, while DT-related searches used DT and digital shadow. Supporting technologies were
represented by Internet of Things, 11oT, edge computing, fog computing, cloud computing, Al, standards, and cybersecurity.
The search terms were also combined with the application domains covered in the review, including manufacturing,
healthcare, smart cities, energy, agriculture, and supply chains. Queries were "Digital Twin AND IoT", "Digital Twin AND
edge computing", "Digital Twin AND enterprise architecture", and "Digital Twin AND cybersecurity". Domain-specific
searches included "Digital Twin AND healthcare" and "Digital Twin AND smart agriculture”. Candidate papers were
identified through publisher databases and scholarly indexing services. Their bibliographic details were checked, and each
paper was examined for relevance to the scope of the review before inclusion. The resulting corpus was intentionally
bounded for architectural and cross-domain analysis. Papers were screened against the research questions, after which 45
papers were retained for detailed review.

3.2. Eligibility Criteria
A paper was included when all of the following conditions were satisfied:

* the publication was a peer-reviewed journal or conference paper available by the end of 2025

Article ID: JEPCS-2026-0201-0028 | Page 4



JEPCS | Journal of Emerging Paradigms in Computing Systems | Vol. 02, No. 01, 2026

¢ the paper addressed digital transformation, IoT/IIoT adoption, DT concepts or architectures, DT enabling technologies,
DT security or standards, or a concrete DT application

* the contribution could be assigned to at least one architecture layer, integration pattern, application domain, or research
challenge used in the review

* the publication provided enough bibliographic and technical detail to determine its role in the analysis.

Duplicate versions, short editorial or news items, promotional material, and papers that used the term DT without describing
a physical-to-digital relationship were excluded. General digital-transformation papers were retained only when they helped
define the concept or explained how a technical capability was connected to organizational change. Application papers
were sampled across domains to avoid allowing manufacturing, the historically dominant DT domain, to determine the full
enterprise architecture.

3.3. Analysis procedure

Each included publication was analyse along five dimensions. Architectural role records where the contribution sits in the
physical-to-enterprise stack. Enabling technology records the main technologies required by the contribution, such as IoT,
edge/fog, cloud, Al, data models, security mechanisms, or standards. Application function records whether the twin is used
for monitoring, simulation, prediction, optimization, decision support, or control. Domain records the physical context.
Barrier records the principal deployment issue reported or implied by the paper. The analysis was completed in three
steps. First, common responsibilities were grouped into architecture layers. Second, application papers were compared to
determine how far information travels through those layers before a decision is made. This produced the five integration
patterns in Section 6. Third, recurring barriers were mapped back to the interfaces at which they occur. This last step is
important because a problem such as interoperability has a different meaning at a device interface, a model interface, and
an enterprise application interface. Figure 1 summarizes the review procedure used in this paper. Because the review
was based on a bounded set of papers selected for architectural analysis, the figure shows the screening and coding stages
without presenting exhaustive database-retrieval counts.

Define scope Targeted search Apply inclusion Papers Analyzation layers,
and research across concept and and exclusion by role, technology, integration patterns,

questions domain groups criteria domain, and barrier and research agenda

Figure 1: Review procedure used to identify architectural roles, integration patterns, and cross-domain issues.

The analysis is used to compare architectural roles, interfaces, and deployment problems across the selected papers. Its
results are qualitative rather than statistical. Effect size, technology adoption rate, and publication frequency across the
complete DT literature are therefore outside the scope of this review. Section 10 discusses this limitation in more detail.

4. Technical Foundations of IoT-DT Transformation

4.1. Observation, Identity, and State Acquisition

A DT needs a reliable association between an observation and the physical entity that the observation describes. The entity
varies with the application. The physical devices can vary considerably across applications. It may be a machine or product
in manufacturing, a patient or building zone in a human-centered or built environment, a vehicle, an agricultural field, a
warehouse resource, or part of a larger distributed system. IoT infrastructure provides the connection to these entities
through sensing and identification, with communication mechanisms carrying the resulting observations to other parts
of the system. For the architectural analysis in this review, each observation is considered together with four pieces of
contextual information: the identity of the physical devices, the source of the measurement, the time of observation, and
information about measurement quality. These details establish which entity the measurement describes and whether it is
appropriate for representing that entity at the relevant time. In enterprise environments, maintaining this association can
become difficult when the same physical asset is represented by different identifiers in different systems. A machine, for
example, may be identified differently by operational technology and maintenance systems. Enterprise resource planning
software and engineering databases may use other identifiers for that same physical equipment. Sensors can also operate at
different sampling rates or use clocks that are not perfectly synchronized. Maintaining an accurate digital state therefore
requires both reliable timing information and a data model that links observations to the correct physical entity. IoT adoption
papers report compatibility, security, cost, skills, and organizational readiness among the factors that affect deployment [27].
Compatibility is also relevant to DT integration. A proprietary device interface may provide enough information for a local
application while making the same data difficult to reuse in a cross-vendor DT or enterprise data model. The proposed
architecture therefore keeps physical connectivity separate from the higher-level representation maintained by the DT.

4.2. State Synchronization and Twin Fidelity

Synchronization describes how current the digital state is relative to the physical system. The DT may update this state
directly from sensor measurements, estimate it from several observations, or combine current data with historical and
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contextual information. The acceptable delay and estimation error depend on the decision for which the twin is being
used. A DT may update its state directly from measurements, estimate an unobserved state from sensor data, or combine
current measurements with historical and contextual information. The acceptable delay and estimation error depend on the
decision for which the twin is being used. Update requirements can differ considerably between applications. A protection
or control function can require frequent state updates, whereas planning applications may operate with slower data. Higher
update rates also increase communication, storage, and processing requirements. Synchronization frequency should
therefore be selected according to the timing and accuracy requirements of the application. Network-oriented DT papers
treat communication delay, edge placement, and resource allocation as important factors for maintaining time-sensitive
twin services [15,26]. The level of model detail must be selected in the same way. A detailed finite-element model may
support engineering analysis but may be too computationally expensive for continuous online execution. Reduced-order
and data-driven models can lower execution cost, although their accuracy and validity depend on the operating conditions
for which they were developed. An enterprise DT may therefore maintain more than one model for the same physical entity.
In such cases, the purpose, operating range, provenance, and update history of each model should be recorded.

4.3. Edge, Fog, and Cloud Placement

DT functions can be distributed across device, edge, fog, and cloud resources. Edge and fog nodes can filter measurements,
detect events, compress data streams, translate protocols, or maintain local state estimates. These functions are useful
when communication delay or connectivity limits the use of remote services. Fog-computing research identifies low
latency, geographic distribution, mobility support, and bandwidth saving as important properties for IoT workloads [29].
DT systems that operate over IoT infrastructure are subject to the same resource and communication constraints. Cloud
platforms support functions with different requirements. They provide scalable storage and computation, model training,
long-term history, fleet-level analysis, and interfaces to enterprise applications. Function placement should therefore reflect
the requirements of the individual task. Time-sensitive or privacy-sensitive processing may remain close to the physical
process, whereas computation that depends on aggregation, large models, or long-term data can be placed on cloud or
enterprise platforms. A single DT can consequently use edge inference for local anomaly detection, cloud resources for
model training, and an enterprise system for maintenance planning.

4.4. Intelligence and Decision Functions

The amount of intelligence required by a DT depends on its intended function. A twin that maintains and displays the
current state may not require a machine-learning model. Other applications use Al for image interpretation, remaining
useful life estimation, demand forecasting, anomaly detection, optimization, or policy learning. Industry 4.0 reviews
report Al use across prediction, quality assessment, maintenance, and process control, together with deployment problems
involving data quality, explainability, integration, and model operation [30]. The DT and the analytical model attached to it
should be treated as separate components. The DT maintains information about the physical entity, its current state, and its
context. An Al model can consume selected twin data and return a classification, estimate, forecast, or recommended
action. This separation allows the analytical model to be validated, replaced, retrained, or disabled without rebuilding the
complete DT. It also makes it possible to compare learned models with rule-based or physics-based alternatives while
keeping the surrounding DT architecture largely unchanged.

4.5. Security, Trust, and Standards

A DT connects physical operations with sensing devices, networks, data stores, computational models, and decision
functions. Information and commands pass through several interfaces along this path, creating multiple points at which
their integrity or availability may be affected. Measurements may be modified, delayed, disclosed, or made unavailable.
Commands returned to the physical system may also be altered before reaching a controller or actuator. Within the
architecture considered in this review, security includes confidentiality, integrity, and availability, together with identity
management and protection of the control path. Sensor measurements, model parameters, and synchronization messages
influence the state maintained by the DT. If these inputs are corrupted or altered without authorization, the digital
representation may no longer correspond to the physical system. Control commands require separate protection because
unauthorized modification can cause the physical system to perform an action different from the one intended by the
decision function. DT cybersecurity papers report threats involving communication, data, identity, models, and control
functions [16-18]. The consequences are greater when DT output is used to influence a physical process because an
incorrect digital state can then affect an operational action. Enterprise DTs also need to exchange information across
vendor platforms, engineering tools, operational systems, and enterprise applications. This creates an interoperability
problem at both the interface and information-model levels. DT standards papers describe work on manufacturing
models, interfaces, information structures, and lifecycle representation [20,21]. Standardized interfaces can reduce the
amount of system-specific integration required between platforms. Differences in domain semantics, data ownership, and
organizational policy still need to be handled at higher levels of the architecture. Figure 2 summarizes these relationships
through an observation-model-decision-action process.
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Physical asset, measure IoT observation synchronize DT analyze Analytics, simulation,
process, or person and identity state and models or decision support

< _govern l

Enterprise workflow,
act / schedule / approve operator, or controller

Figure 2: [oT-DT information flow from physical observation to decision and operational action.

5. Seven-Layer Architecture for Enterprise Digital Transformation

Layer boundaries differ across DT papers because each architecture emphasizes a different part of the system. Tao and
Zhang [7] separate shop-floor resources, products, processes, and services in a manufacturing setting. Hakiri et al. [15]
place greater emphasis on device, edge, and cloud functions in network-oriented DT systems. The differences among DT
architectures are partly explained by the application and technical problem for which each architecture was developed.
Jeremiah et al. [17], for example, include trust boundaries and control functions in their treatment of DT security. The
enterprise view adopted in this review also includes lifecycle management and integration with operational applications.
Figure 3 organizes these responsibilities into seven logical layers. The layers represent system functions, while their
physical deployment may vary across devices, sites, and computing platforms. Functions assigned to adjacent layers may
run on the same device or platform. Conversely, the functions of one logical layer may be distributed across several devices,
sites, or computing platforms.

Layer 7: Enterprise Applications and Governance
Maintenance, operations, supply chain, clinical workflow, asset management, policy, audit, human oversight

7y

Layer 6: Intelligence and Decision Support
Rules, analytics, AI/ML, optimization, simulation, uncertainty estimation, recommendations

7y
Layer 5: DT Models and Services
Identity, state, behavior models, history, relationships, model registry, twin APIs
7y

Layer 4: Cloud and Enterprise Data
Data lake/warehouse, scalable compute, model training, enterprise integration, lifecycle repositories

7y
Layer 3: Edge and Fog Computing
Filtering, event detection, protocol translation, local state estimation, low-latency control policy, commands,
work orders, set-points
J\

Layer 2: Connectivity and Messaging
Industrial Ethernet, Wi-Fi, cellular/5G, LPWAN, MQTT, CoAP, OPC UA, gateways

7y

Layer 1: Physical Assets and IoT
Sensors, actuators, machines, products, vehicles, buildings, wearable devices, people and environments

Figure 3: Seven logical layers used in this review to organize loT, DT, computing, decision, and enterprise functions.

5.1. Layer 1: Physical Assets and IoT

Layer 1 contains the physical entity represented by the DT together with the devices used to observe or influence it. The
physical device may be an individual asset, a person, a process, or a larger cyber-physical system. Its boundary needs to
be clear when several entities are represented within the same application. In a factory, for example, separate twins may
represent components, machines, production lines, products, or the plant as a whole. A smart-city implementation may
instead connect models of buildings, roads, utilities, vehicles, and citizen-facing services. Human-centered applications
introduce different constraints. In healthcare, the information that can be sensed, represented, and used is subject to consent,
privacy, clinical accountability, and data-provenance requirements. The connection between the physical device and the
DT begins with sensing and, where required, actuation. At this layer, observations also need to remain associated with
device identity, measurement time, calibration information, and basic device-health status. Problems in these inputs may
affect the state estimated at later layers. A miscalibrated sensor, for example, may provide measurements that lead to an
inaccurate representation of the physical condition. A similar problem occurs when data are associated with the wrong
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asset identifier. An enterprise DT implementation therefore requires an asset registry that provides a defined mapping
between physical assets, sensing devices, and their digital identifiers.

5.2. Layer 2: Connectivity and Messaging

Layer 2 carries measurements, events, and control messages between physical devices and computing resources. It includes
wired and wireless communication links, messaging protocols, gateways, and routing functions. The communication
technology depends on the deployment environment and its timing, range, energy, and reliability requirements. Industrial
systems may require deterministic communication, whereas mobile applications commonly depend on cellular or other
wireless links. Resource-constrained IoT devices may instead use communication protocols designed for low-power
operation. Higher layers should not have to interpret every device-specific transport or protocol directly. Gateways and
protocol adapters can translate field-level communication into a common data representation before the information is
passed to edge, cloud, or DT services. This separation also allows the communication technology to change without
requiring corresponding changes in the DT model. Timing information is important because the DT must determine when
an observation was produced and whether it still represents the current physical state. Delivery behavior must also be
known. Depending on the communication protocol, messages may be lost, duplicated, delayed, or received in a different
order from that in which they were transmitted. Network-oriented DT papers therefore consider communication delay and
delivery behavior when evaluating synchronization and time-sensitive twin services [15,22]. Stale or delayed observations
can reduce the reliability of decisions that depend on the current state of the physical system.

5.3. Layer 3: Edge and Fog Computing

Layer 3 places selected computation close to the physical system. It can process IoT data before the information is
transferred to cloud platforms or higher-level DT services. These include filtering, aggregation, event detection, protocol
translation, local caches, short-horizon prediction, and control functions that cannot wait for a distant service. Fog/edge
architectures also reduce upstream traffic by transmitting events or summaries instead of every raw sample [29]. For a DT,
the edge can maintain a local shadow of state when cloud connectivity is interrupted. It can also apply a safety rule before
accepting a control command. This makes the edge a useful enforcement point between enterprise-level optimization and
physical actuation. The layer should not be treated as a miniature cloud without a defined purpose. Functions should be
placed at the edge because their latency, data volume, privacy, or resilience requirement justifies the placement.

5.4. Layer 4: Cloud and enterprise data

Layer 4 provides scalable storage, compute, historical data, model training, and integration with enterprise information
systems. It often contains time-series databases, object stores, data lakes, data warehouses, stream processors, and enterprise
APIs.

5.5. Layer 5: DT Models and Services

Layer 5 maintains the digital representation of the physical entity. Its functions include twin identity, current state,
relationships, model management, history, and service interfaces. Depending on the application, the representation may
use physics-based models, discrete-event models, geometry, knowledge graphs, statistical models, or combinations of
these approaches. DT technologies papers describe several model forms across different application domains [11,13,32].
Applications require a stable interface to twin information even when the internal model or data-processing method changes.
A maintenance application, for example, may obtain an asset-health estimate or predicted failure interval through a defined
twin service. A stable interface separates the application from details such as the preprocessing method used for the
underlying measurements. This reduces coupling between application logic and a particular model implementation. The
output can also retain references to the model version and input data used to produce it. These records provide a basis for
tracing the result later in the twin lifecycle. Layer 5 also represents relationships among physical and logical entities. In a
production line, machines may be associated with individual process stages. A building model may link zones with the
equipment that serves them, while a supply-chain DT may connect facilities, inventory, and shipments. These relationships
are needed when composition or dependency affects the represented state or the interpretation of a decision.

5.6. Layer 6: Intelligence and Decision Support

Layer 6 uses the state maintained by the DT for analysis and decision making. Its functions may involve rules, AI/ML
models, optimization, simulation, forecasting, or uncertainty estimation. The output depends on the application and may
take the form of a state estimate, forecast, recommendation, schedule, or control decision. The responsibilities of Layers 5
and 6 are separated in this architecture. Layer 5 maintains the identity, state, history, and relationships of the twin. Layer 6
uses that information to interpret current conditions or select an action. This separation reduces coupling between the
maintained twin representation and the decision method. A decision model can then be evaluated, retrained, replaced, or
disabled without redefining the identity or historical record of the twin. Decision authority is represented explicitly in the
architecture. For this review, three modes are used:
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* advisory, where information is presented to a user
* supervised, where a person approves the proposed action
* autonomous, where the system acts within a defined policy envelope.

The choice among these modes depends on the operational context and the consequences of an incorrect action. Some
actions may be executed automatically within specified limits. Clinical or safety-related industrial applications, for example,
may instead be configured to require human approval or an independent safety mechanism.

5.7. Layer 7: Enterprise Applications and Governance

Layer 7 connects DT outputs with the enterprise processes in which they are used. These may include maintenance and
production planning, energy management, logistics, quality control, clinical workflows, asset investment, and compliance
activities. Governance at this layer assigns authority over DT information and actions, including who may access or
modify information, who may approve a proposed action, and who may act on the resulting output. Layer 7 also covers
ownership and information-retention rules. Audit requirements, model-approval procedures, access rights, and escalation
paths provide the organizational context needed to manage how DT information is used. These controls connect technical
output with the organizational process in which it is used. A predictive maintenance model, for example, may provide an
accurate estimate of failure risk, but an intervention still depends on maintenance capacity, production schedules, and the
availability of spare parts. In this review, enterprise transformation is therefore associated with the point at which DT
information is incorporated into an operational decision or workflow. Table 2 summarizes the responsibilities of the seven
layers together with representative failure modes.

Table 2: Responsibilities and representative failure modes across the seven-layer architecture.

Layer Primary responsibility Representative technologies / artifacts Typical failure mode
1 Observe and influence the physical entity ~ Sensors, actuators, PLCs, wearables, asset identifiers Calibration error, missing context, ambiguous identity,
device failure

2 Move data and commands Industrial networks, Wi-Fi, 5G, LPWAN, MQTT, CoAP, Delay, loss, incompatible protocol, weak authentication
OPC UA

3 Local processing and resilience Gateways, edge servers, local analytics, caches, state Resource exhaustion, inconsistent local/cloud state,
estimation unmanaged software

4 Scalable data and enterprise integration Cloud compute, data lake, time-series database, Siloed data, schema conflict, uncontrolled data duplication
ERP/EAM/MES integration

5 Maintain twin state, models, and Physics/data-driven models, knowledge graphs, twin APIs, Model drift, stale state, unclear model validity, broken entity

relationships model registry mapping

6 Analyze and decide AI/ML, optimization, simulation, rules, uncertainty Poor generalization, opaque recommendation, unsafe
models automation

7 Apply and govern decisions Workflows, dashboards, maintenance/clinical/operations No process ownership, weak accountability, decision not
systems, policy acted upon

6. Enabling Technologies and Integration Patterns

6.1. IoT Communication and Industrial Interfaces

IoT communication provides the data and command path between physical entities and the higher layers of the architecture.
Different deployments can use MQTT, CoAP, OPC UA, cellular networks, private 5G, Wi-Fi, Ethernet, or other
domain-specific communication technologies. The appropriate choice depends on requirements such as timing, range,
energy consumption, reliability, device capability, and the operating environment. The communication layer must preserve
the information required by the DT as data move between systems. This includes entity identity, timestamps, measurement
units, quality indicators, and relevant security information. A protocol can transport a measurement successfully while still
leaving the higher layers unable to interpret it correctly if this context is lost. Protocol translation may be required when
devices and enterprise systems use different interfaces. A gateway or edge service can perform this translation before the
data are passed to the DT. Keeping protocol-specific processing at a defined interface reduces the amount of device-specific
logic that must be implemented inside twin services and enterprise applications.

6.2. Edge/Fog and Cloud Continuum

Edge, fog, and cloud resources provide different locations for executing DT functions. Papers of fog-based IoT and
DT-assisted edge computing identify latency, bandwidth, mobility, resource availability, and privacy as factors that affect
placement decisions [26,29]. DT systems introduce an additional consistency problem when state or model information
is maintained at more than one location. One possible arrangement is to maintain the state required for immediate
local decisions at the edge while retaining a more complete historical record in the cloud. Local state can support
short-response-time functions and continued operation during temporary connectivity loss. Cloud resources can support
model training, analysis across multiple assets, and long-term lifecycle records. When DT state is replicated across edge
and cloud resources, each replica needs to remain associated with the same physical entity and model version. Delayed or
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incomplete synchronization may leave one location with an older representation of the physical state or with a different
version of the model. Replicated twin state therefore requires explicit version information and a defined synchronization
policy for propagating updates between execution locations.

6.3. Artificial Intelligence and Analytics

Al and analytical methods can operate at different stages of DT processing. Analysis close to the physical system may detect
events or interpret sensor signals before further transmission. State-estimation methods use the available observations to
infer information that is missing or cannot be measured directly. At the decision stage, analytical models may forecast
future conditions, detect anomalies, recommend actions, or optimize resource use. Jan et al. [30] identify data quality,
explainability, integration with existing systems, and model maintenance as deployment concerns for Al in Industry 4.0
applications. These issues become particularly relevant when analytical outputs are used to guide operational decisions.
Uncertainty information is relevant when an incorrect prediction can affect an important decision. Instead of returning only
a point estimate, a model can provide information about confidence, prediction intervals, or the conditions under which the
estimate is considered valid. This information can be used by Layer 6 when deciding whether an output can be applied
automatically or should be reviewed by an operator.

6.4. Semantics, Knowledge Representation, and Standards

A DT requires information about the meaning and relationships of the data it maintains. This includes entity type,
relationships with other entities, measurement units, operating constraints, and lifecycle state. DT standards papers
report progress in definitions, manufacturing information models, interfaces, and representation mechanisms [20, 21].
Some interoperability requirements nevertheless remain specific to the application domain. Knowledge graphs and other
semantic representations can be used to describe relationships among assets, processes, documents, and observations.
These relationships allow applications to query the DT using operational concepts rather than only raw device identifiers or
sensor topics. For example, an application may need to identify all pumps associated with a production line or all building
zones affected by a particular air-handling unit. Representing these relationships in the shared model avoids defining them
independently in each application.

6.5. Cybersecurity and Privacy Technologies

Within the architecture considered in this review, security extends across the full information and decision path. Device
identity and secure startup mechanisms protect access to sensing and actuation functions at the physical side. Communication
between components requires authentication and protection against unauthorized modification or disclosure. Edge and
cloud platforms add controls such as access management, software maintenance, isolation, and logging. Twin services apply
authorization to specific entities and operations, while decision functions require protection of the models and outputs used
to select an action. These controls serve different purposes and are most effective when used together. Intrusion-detection
methods can identify suspicious activity, whereas identity and access mechanisms define which devices, services, or users
are permitted to participate in the system. Tamper-evident records can protect selected logs, but the physical correctness of
the original sensor measurement has to be established through other means. DT cybersecurity papers therefore describe
security concerns across communication, identity, data, models, and control functions [16, 17].

6.6. Five Recurring Integration Patterns

We grouped the reviewed papers into five integration patterns based on how DT information is used between physical
observation and operational action. The categories range from systems that mainly report current state to systems in which
a decision is returned to a workflow or controller. The five patterns describe different levels of decision involvement but
they are not intended as mandatory stages of technical maturity. Figure 4 summarizes the classification.

The five patterns classify DT systems according to what the twin actually does within the decision process. Monitoring
or diagnostic systems can provide operational value without progressing to automated control. A system is treated as
closed-loop only when a return path exists and the authority to act on DT output has been defined.

7. Application Domains and Transformation Outcomes

The reviewed papers span manufacturing, healthcare, smart cities, buildings, agriculture, logistics, and energy. The same
seven logical layers can be used to compare these domains, although the physical entity being represented, the required
update rate, the type of model, and the level of decision authority vary from one application to another. Table 3 provides a
cross-domain comparison.

7.1. Manufacturing and maintenance

Manufacturing remains the clearest example of a DT because the physical assets, sensors, engineering models, and
operational decisions can often be linked directly. Tao and Zhang described a DT shop-floor in which physical resources,
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e 0
P1: Connected monitoring. IoT data is collected and displayed; the digital representation mainly mirrors
current state.
e N
P2: Diagnostic twin. Current and historical state is interpreted to identify abnormal conditions, causes, or asset
health.
& * J
P3: Predictive twin. Models estimate future condition, demand, failure, or system evolution.
P4: Prescriptive twin. Simulation or optimization compares candidate actions and recommends a decision.
N 7 J
e N
PS: Governed closed-loop twin. Approved decisions are returned to workflows or controllers, with safety,
policy, and audit constraints.
& J
Figure 4: Five integration patterns identified across the reviewed 1oT-DT applications.
Table 3: Cross-domain comparison of loT-DT applications.
Domain Physical device Typical data Decision function Dominant constraint
Manufacturing Machine, line, product, process Condition signals, PLC states, quality, Maintenance, quality, scheduling, Legacy integration, timing, model validity
production history process optimization
Healthcare Patient, organ, care process, Clinical observations, imaging, Risk assessment, personalized Privacy, clinical validation, accountability
facility wearable and operational data planning, capacity/flow support
Smart city / Building, road, utility, district, Mobility, environment, asset, service Planning, operations, incident Scale, heterogeneous ownership,
infrastructure urban system and citizen data response, service optimization interoperability
Energy / buildings Equipment, building system, Metering, environmental, occupancy, Energy optimization, fault detection, Control  safety, temporal  resolution,
plant, grid asset equipment state predictive maintenance cross-system integration
Agriculture Field, crop, irrigation system, Soil, weather, imagery, water use, Irrigation, crop management, resource Sparse connectivity, environmental uncertainty
farm asset machine state optimization
Supply chain  / Shipment, warehouse, fleet, Location, inventory, orders, equipment Routing, inventory, fulfillment, Cross-organization data sharing and trust
logistics fulfillment system and process events disruption response

virtual models, data, and services interact to support smart manufacturing [7]. Later reviews show that DT implementations
cover design, production, maintenance, quality, and lifecycle services [10, 19]. Predictive and opportunistic maintenance
shows the enterprise transformation path. A machine twin can use condition measurements to estimate the health of
equipment and provide information for maintenance planning. Assad Neto et al. [33] applied a DT-based decision-support
method to opportunistic preventive maintenance scheduling. In this case, the estimated equipment condition is considered
together with available production opportunities. Maintenance can then be scheduled at a time that reduces interference
with normal production. Manufacturing systems also illustrate the integration problems created by long-lived equipment
and newer digital platforms. Machines may use proprietary interfaces, while engineering models, maintenance records,
and production data may reside in separate systems. A DT implementation therefore has to connect operational technology,
information technology, and engineering information even when these sources were not designed around a common data
model. Standards, shared identifiers, and digital-thread mechanisms can reduce the amount of system-specific integration
required over the asset lifecycle.

7.2. Healthcare

Healthcare DTs may represent organs, individual patients, or healthcare delivery processes. Elkefi and Asan reviewed DT
applications for healthcare-system management and described approaches that combine operational and patient-related
information [34]. Coorey et al. examined the health-DT concept for cardiovascular disease and discussed the need to
combine patient data, computational models, and clinical interpretation [35]. Human-centered DTs introduce requirements
that differ from those of equipment-oriented twins. Patient data are subject to consent, privacy, fairness, clinical validation,
and accountability requirements. The interpretation of a model output also remains part of the clinical process. A predictive
twin may estimate risk or simulate a possible intervention, but the result has to be considered together with clinical
information that may not be represented completely by the model. Within the integration patterns defined in Section 6,
many healthcare applications are closer to P3 or P4 because they support prediction or decision analysis. Moving such a
system to P5 requires a clearly defined decision authority, validation procedure, and safety mechanism before model output
can influence an intervention automatically.
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7.3. Smart Cities and Public Infrastructure

Smart-city DTs combine information from infrastructure, transport, environmental sensing, buildings, utilities, and public
services. White et al. presented a smart-city DT approach that incorporated citizen feedback [36]. Li et al. discussed
city-scale DT concepts and their use in urban systems [37]. Recent papers also describe DT applications in urban planning,
transportation, environmental monitoring, and infrastructure management [23]. At city scale, DT information is often
distributed across several organizations. Transport agencies, utilities, building owners, public authorities, and private
operators may each manage different assets and data sources. Connecting these sources requires access policies, common
identifiers, and agreed meanings for the exchanged information. A city-level implementation may therefore be formed from
several domain-specific twins that exchange selected information through defined interfaces. The required update frequency
also depends on the urban function being supported. Traffic management may rely on frequently refreshed observations
because road conditions can change within minutes. Land-use planning generally works with information that changes
much more slowly. Separate but connected domain models allow each function to use an appropriate synchronization rate
and level of model detail.

7.4. Energy Systems and Smart Buildings

DTs are used in energy and building systems to monitor operating conditions, forecast demand or performance, identify
faults, and support control decisions. A building twin may combine building information models (BIM) with IoT
measurements, occupancy information, and data from energy-management systems. Schweigkofler et al. examined
DT-based energy management through the integration of IoT and BIM [38]. Renewable-energy research also considers DTs
for resilience, maintenance, and sustainability across energy assets [39]. BIM and engineering models primarily describe
design information, whereas IoT measurements describe the actual operating condition of a building or energy asset. The
DT has to associate these two forms of information when the physical system changes over time. Closed-loop energy
control introduces an additional requirement because optimization decisions can affect occupant comfort and equipment
operation. Policy constraints, operating limits, and fallback behavior therefore belong in the decision and governance
layers of the architecture.

7.5. Agriculture

Agricultural DT applications combine distributed sensing with processes that are strongly affected by environmental
conditions. Soil and weather measurements can be combined with imagery, machinery records, and crop models to support
irrigation and other farm-management decisions. Cesco et al. [40] examined the relationship between smart agriculture,
DTs, and sustainability. Alves et al. [41] presented a smart-farming DT in which irrigation decisions were supported with
the aim of reducing water use. Agricultural DTs may have to operate with limited sensing coverage or periods of weak
connectivity. Local processing at the edge can keep selected functions available when communication with remote services
is interrupted, with updated information exchanged after the connection is restored. The models also have to account for
variation in weather, soil conditions, and biological processes. These sources of variation affect both the confidence of the
estimated state and the amount of computing and communication that can reasonably be assigned to the DT.

7.6. Supply Chains, Warehouses, and Logistics

A supply-chain DT can represent facilities, inventory, transportation, demand, and operational events within the same
connected system. Wang et al. [42] described a DT-driven supply-chain approach in which data and models support
operational visibility and decision making. Warehouse applications include facility operation, resource coordination, and
process simulation [43]. Ashrafian and Pedersen [44] presented a DT implementation for a large automated order-picking
and fulfillment system. In these applications, information from one part of the supply chain can affect decisions elsewhere.
A disruption in transportation, for example, may influence production schedules, inventory, procurement, or customer
commitments. Integrating such information becomes more difficult when data are controlled by different organizations.
Access rules and controlled data-sharing mechanisms are therefore needed, together with provenance information that
records where decision-relevant data originated and under what conditions they were supplied.

7.7. Cross-Domain Interpretation

The application domains differ in their physical entities, operating environments, and decision requirements, but several
common characteristics appear across the reviewed papers. [ol' measurements need to be linked with a clearly identified
entity and an appropriate model before they can be interpreted in a DT. The required synchronization rate and model detail
depend on the decision being supported, so greater model complexity is not always necessary. Additional requirements
appear when DT output is connected to operational action, particularly in relation to ownership, safety, access control, audit,
and integration with existing processes. These observations provide a basis for evaluating enterprise transformation beyond
the number of connected devices or DT instances. Relevant outcomes include changes in decision time, coordination
between organizational functions, management of uncertainty, and the ability to support new or modified services while
satisfying operational and governance requirements.
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8. Cross-Domain Research Challenges

8.1. Semantic Interoperability

Interoperability occurs at several interfaces. Devices exchange measurements, software components exchange messages,
and enterprise applications interpret the meaning of those messages. Protocol adapters and APIs can address part of
the communication and syntactic problem. Semantic interoperability remains more difficult when systems use different
identifiers, units, hierarchies, or interpretations for the same physical entity or property. Existing standards reduce some of
these differences, although no single standard covers all of the enterprise domains considered in this review [20,21]. An
open research problem is how to connect domain-specific semantic models without requiring every organization to adopt
one global ontology. Semantic version information is also relevant because entity definitions, units, and relationships can
change across product generations and lifecycle stages.

8.2. Synchronization, Fidelity, and Validation

Errors in a DT can originate from several sources. Sensor measurements may be delayed or biased, the selected model may
no longer represent the current operating condition, or the mapping between a physical entity and its digital instance may
become incorrect. Production DTs reviews identify data integration, fidelity, validation, and synchronization among the
recurring implementation challenges [19]. One research direction is to make the condition of the twin itself observable.
State estimates can be accompanied by information about data age, source, measurement quality, uncertainty, and model
version. These attributes would allow an application to determine how much confidence to place in a particular digital
state. Validation may also need to be repeated during operation rather than performed only when a model is commissioned.
Equipment wear, software changes, maintenance actions, or changes in operating conditions can alter the relationship
between the model and the physical process. Methods for detecting and managing this loss of validity remain important for
long-lived enterprise DTs.

8.3. Scalable Computation and Data Placement

Enterprise DTs may generate large data volumes and may also depend on computationally expensive models. Edge and
cloud resources provide several execution locations, but placement becomes more difficult when multiple twins compete
for processing, storage, and communication resources. Network- and edge-oriented DT research has begun to study
computation offloading and resource orchestration [15,26]. Enterprise deployments add requirements related to data
ownership, model criticality, and operational continuity. A placement decision can therefore involve several objectives at
the same time. These may include response-time limits, privacy constraints, computing cost, energy consumption, and
resilience requirements. The cost of transferring or reconstructing twin state also becomes relevant when an edge service is
migrated between computing nodes. Resource placement for DT functions may involve several objectives at the same time.
Depending on the application, these can include response time, privacy, computing cost, energy use, resilience, and the
cost of moving or reconstructing twin state.

8.4. Cybersecurity, Privacy, and Trust

Security problems can occur at several points in a DT system, from operational technology and communication links to
cloud services, models, and enterprise applications. A failure in one part of this path may affect the information available
to another component or the decision produced from it. DT cybersecurity reviews identify threats involving data integrity,
authentication, privacy, communication, models, and control functions [16-18]. For operational decisions, this review
separates two integrity concerns. Semantic integrity refers to whether data correctly describe the physical entity, state,
or event to which they are assigned. Authorization establishes that a source is permitted to provide information, but
the information itself may still be outdated, incorrect, or manipulated. Decision integrity concerns whether an action
can be traced to the model or rule that produced it, the policy in effect at that time, and the approval status of the
decision mechanism. Provenance and audit records can preserve this history. Model signing can help verify the integrity
and origin of approved model artifacts, while access control limits who may modify or use them. Privacy becomes a
separate concern when a DT represents a person or information associated with an individual. Work on Human DTs
distinguishes human-centered models from conventional asset twins because the represented information can relate directly
to a person [45]. Removing direct identifiers may still leave behavioral or contextual information that is sensitive. At the
enterprise layer, controls can limit data collection to the stated purpose and define how access, retention, and consent are
managed.

8.5. Lifecycle Management and Model Governance

The physical entity represented by a DT may remain in operation longer than the hardware and software used to maintain
its digital representation. During that lifetime, sensors may be replaced and the represented asset may be reconfigured.
Processing pipelines and enterprise applications may also change, while analytical models may be retrained as new data
become available. These changes create a traceability problem when an earlier decision has to be examined later. It may be
necessary to determine which sensor configuration, data source, model version, and software state were active when the
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output was produced. Model registries, data-lineage records, configuration histories, and versioned interfaces can retain
this information across the DT lifecycle. Modification rights are another part of lifecycle governance. A data engineer may
change a processing pipeline, while an equipment engineer may revise a physics-based model. A predictor may later be
retrained by a data scientist. The review and approval required for these changes can differ according to their effect on the
DT and the risk of the application. For safety-related or regulated processes, role-specific change control and configuration
records make it possible to identify who changed the system and which configuration was active when a decision was made.

8.6. Legacy Systems and Technical Debt

Enterprise environments may contain equipment and software introduced at different times and for different operational
purposes. Data may be distributed across databases, spreadsheets, proprietary applications, and interfaces developed
for individual systems. These existing dependencies remain part of the integration problem when a DT is introduced.
If every connection is implemented separately, the DT can add another set of system-specific interfaces to the existing
environment. Incremental encapsulation provides one option for handling such systems. Adapters can expose defined
interfaces from existing applications or equipment, while common identifiers and semantic descriptions are introduced
at higher layers. This allows parts of the DT architecture to be introduced gradually while existing systems continue to
operate. The adapters then become software components in their own right and need version control, monitoring, security
updates, and maintenance.

8.7. Evidence of Enterprise Value

Technical evaluation and enterprise evaluation answer different questions. Measures such as prediction accuracy, response
time, energy consumption, and simulation error describe how a DT component or model performs. Enterprise evaluation
concerns what changes in the process where that component is used. Relevant outcomes may include decision time,
downtime, intervention frequency, resource use, coordination between organizational functions, or service performance.
These metrics are necessary, but they do not show whether the organization changed its process. Digital transformation
research warns against reducing transformation to technology adoption [1-3]. Enterprise DT evaluations should therefore
report at least one process-level outcome in addition to technical metrics. Examples include maintenance lead time,
unplanned downtime, energy cost, resource utilization, decision delay, service level, water use, or recovery time after a
disruption. The causal attribution should be conservative. A before/after improvement cannot automatically be assigned
to the DT if staffing, policy, or operating conditions changed at the same time. Table 4 maps the main challenges to the
architecture interfaces at which they become visible.

Table 4: Challenge-to-interface mapping for enterprise DT systems.

Challenge Primary interface Failure if unmanaged Required control / research direction

Semantic interoperability Layers 1-5 and 5-7 Data can be transferred but not interpreted Shared identifiers, semantic models, mappings, versioned
consistently ontologies

Synchronization and fidelity Layers 1-5 Twin state does not represent the current physical Age/quality metadata, adaptive synchronization,
condition continuous validation

Scalable placement Layers 2-4-6 Excessive latency, bandwidth use, or cloud Edge/cloud orchestration with state migration and policy
dependence constraints

Cybersecurity and privacy All layers False state, unauthorized access, unsafe control, Identity, least privilege, provenance, model integrity,
personal-data exposure privacy-by-design

Lifecycle governance Layers 4-7 Decisions cannot be reproduced after model or Version control, model registry, audit, approval workflows
configuration change

Legacy integration Layers 1-4 Fragile point-to-point integration and duplicated Managed adapters, APl contracts, incremental
semantics modernization

Value measurement Layer 7 Technical success without process improvement Process-level KPIs, controlled evaluation, explicit

decision ownership

9. Research Agenda for Enterprise IoT-DT Systems

The preceding challenges suggest a research agenda that is more specific than calling for "better interoperability" or "more
secure twins." Seven directions are outlined below. Each direction is tied to a failure mode observed across more than one
application domain.

9.1. Composable and federated twins

Large enterprises are unlikely to operate one monolithic twin. They will operate many twins owned by different teams and
vendors. A remaining research problem is how independently developed twins can be composed into larger systems. An
asset twin may need to participate in a production-line twin, a building twin in a campus model, or a warehouse twin in a
supply-chain representation. Such composition depends on shared identity, relationship semantics, interface contracts, and
mechanisms for resolving inconsistent state or conflicting updates. Federation becomes necessary when DTs span several
organizations or administrative domains. Smart-city and supply-chain systems, for example, may involve data and assets
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controlled by different participants. A federated architecture can allow each participant to expose the information required
for a shared decision while retaining control over data that should remain local. This creates both distributed-systems and
governance requirements.

9.2. Edge-Native and Resource-Aware Twins

The placement of DT functions across edge and cloud resources remains an open design problem. State estimation, local
models, safety functions, and time-sensitive decisions may need to execute close to the physical process, whereas model
training, historical analysis, and computationally intensive simulation can use cloud resources. Network-oriented research
provides a basis for resource-aware computation offloading [26]. Enterprise DTs add further requirements involving state
consistency, software assurance, and fail-safe operation. One candidate design is a minimum viable twin that remains
available at the edge during a loss of cloud connectivity. Such a twin would maintain the state, operating constraints, and
safety information required for local continuity. More computationally intensive simulation, training, and cross-asset
analysis could remain in the cloud. An unresolved issue is how the local and remote states should be reconciled after
connectivity is restored, particularly when both copies have changed during the interruption.

9.3. Uncertainty-Aware and Self-Assessing Twins

DT state and model outputs can contain several forms of uncertainty. These include sensor quality, missing observations,
state-estimation error, prediction uncertainty, and uncertainty in simulation results. Recording this information together
with the estimated state would allow the decision layer to distinguish between outputs with different levels of confidence.
Twin-health monitoring provides a related research problem. Data freshness, model validity, connectivity, and configuration
consistency can be treated as indicators of whether the current digital representation remains suitable for a particular
decision. A self-evaluation mechanism could use these indicators to adjust decision authority when confidence in the twin
deteriorates. An autonomous function, for example, could shift to supervised or advisory operation when the reliability of
its state information or the validity of its model falls outside defined limits.

9.4. Secure Twin Data Spaces and Decision Provenance

Protecting individual messages is one part of securing a DT system. When DT output is used to influence an operational
action, it is also useful to retain evidence of how that action was produced. A decision record could link the physical
observations used at the time, the data transformations applied to them, the resulting twin state, the model version, the
applicable policy, and the actor responsible for approval. Such a record would provide a basis for reconstructing the decision
path after the action has occurred. This traceability is referred to here as decision provenance. Decision provenance can be
implemented through signed logs, trusted execution environments, access-control mechanisms, tamper-evident storage, or
combinations of these techniques. The research problem is to provide verifiable records without introducing excessive
storage, communication, or processing overhead in high-rate DT applications. Privacy-preserving analytics and federated
learning provide another possible direction when several organizations need to construct shared models without transferring
all raw data to one location.

9.5. Explainable and Human-Governed Decision Support

The explanation associated with an Al-supported DT decision should reflect the operational task in which that decision is
used. Feature attribution may provide useful model information, but operational users can require additional context. A
maintenance engineer, for example, may need recent sensor behavior, operating conditions, related historical events, and
the uncertainty associated with a recommendation. Clinical use may require evidence that can be interpreted within the
relevant clinical context together with a clear description of the model’s intended use. Human oversight also needs an
explicit place in the decision process. Research is required to determine which actions can be automated within defined
limits, which require approval, and under what conditions an automated function should return control to a person. Human
DT research makes this distinction particularly important because the modeled entity and the person affected by the
resulting decision may be the same individual [45].

9.6. Sustainable DTs

DT applications can be used to support energy or resource optimization, but maintaining the twin also consumes
computational, storage, communication, and sensing resources. Sustainability evaluation should therefore include the
resources required to operate the DT itself. Frequent synchronization, high-resolution data collection, and compute-intensive
inference can reduce the net resource benefit of an otherwise effective optimization method. Research on renewable-energy
DTs already links DT operation with resilience and sustainability objectives [39]. At enterprise scale, evaluation can also
include the computing and communication footprint of the twin. Adaptive model fidelity and workload placement provide
possible mechanisms for reducing that footprint when lower-cost operation does not violate safety or service requirements.
Energy and carbon conditions can also be considered when selecting execution locations for workloads that are flexible in
time or placement.
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9.7. Enterprise-Level Evaluation and Governance Metrics

Evaluation at enterprise level requires measures beyond algorithmic accuracy or execution time. The effect of a DT can
also be assessed through changes in information quality, decision time, intervention rate, downtime, resource use, or
service outcomes. The appropriate measure depends on the process for which the DT was introduced. Governance can be
evaluated separately. Possible indicators include the proportion of active models with current validation, the percentage of
operational decisions with complete provenance, the number of unauthorized configuration changes detected, or the time
required to withdraw a compromised model from service. Such measures connect technical model management with the
governance processes defined at Layer 7. Figure 5 summarizes the research directions from connected physical assets to
governed enterprise DT operation. The stages indicate increasing integration of state, decision, and governance functions
but they are not intended as a maturity score. An application may remain at an earlier stage when additional automation is
unnecessary or when the associated operational risk is unacceptable.

,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,

Connected Synchronized Edge/cloud Uncertainty-aware Governed
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|
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assets and state and resource-aware prediction and closed-loop |
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Cross-cutting requirements: semantics, security, provenance, lifecycle governance, sustainability, and measurable enterprise value

Figure 5: Research directions from connected assets to governed enterprise DT systems.

10. Limitations of the Review

The review has four limitations.

* The first concerns coverage. The paper uses a bounded structured analysis of 45 publications rather than an exhaustive
bibliometric search. The selected papers cover architecture, enabling technologies, standards and security, and several
application domains. The resulting analysis can therefore be used to compare recurring technical structures within this
corpus, but it should not be used to estimate the prevalence of a topic across the complete DT literature.

* Terminology introduces a second limitation. Some publications use DT for systems that would be classified as digital
shadows or connected digital models under other taxonomies. The terminology used by each source was preserved
during extraction, while the information-flow distinction described in Section 2 was used when comparing architectures.

* The third limitation is that the available evidence also differs across application domains. Papers use different physical
devices, validation procedures, operating conditions, and levels of decision authority. These differences limit direct
comparison between, for example, industrial, healthcare, city-scale, and human-centered DT applications.

* Finally, enterprise outcomes are reported using different technical and organizational measures. The reviewed papers
therefore do not provide a common quantitative basis for a meta-analysis of business or operational value.

11. Conclusion

IoT and DTs play related but different roles in enterprise systems. IoT infrastructure provides the connection to physical
entities through sensing, identification, communication, and, where required, actuation. The DT uses information from that
connection to maintain a representation of the corresponding asset or process, including its state, behavior, relationships,
and associated models. Processing may take place at the edge, in the cloud, or across both environments according to
the requirements of the application. Twin information can then be used by Al, simulation, optimization, or rule-based
methods for analysis and decision support. In this review, the enterprise role of these technologies becomes most visible
when their outputs are incorporated into an operational workflow or control process. The analysis resulted in seven
logical layers: physical assets and 10T, connectivity, edge/fog computing, cloud and enterprise data, DT models and
services, intelligence and decision support, and enterprise applications and governance. The reviewed papers were also
grouped into five integration patterns: connected monitoring, diagnostic twins, predictive twins, prescriptive twins, and
governed closed-loop twins. These patterns describe different uses of DT information and are intended as classification
categories rather than mandatory stages of development. Systems that connect DT-generated decisions to an operational
workflow or physical process bring additional concerns related to validation, cybersecurity, clear decision authority,
governance, and audit. The reviewed applications cover manufacturing, healthcare, smart cities, buildings and energy,
agriculture, and supply chains. Across these domains, recurring issues include aligning entity identities and semantics,
maintaining sufficient consistency between digital and physical state, and determining where data and computation should
be placed. Other concerns involve data and decision integrity, model changes over the system lifecycle, and integration
with existing enterprise systems. These issues also influence one another. A change in synchronization policy may affect
both communication load and the accuracy of the maintained state. Moving a model between edge and cloud resources
may change privacy and resilience requirements. Similarly, when DT output is given greater authority to influence an
operational action, validation and audit requirements may become more demanding. Taken together, the findings support an
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observation-model-decision-action view of enterprise DT systems. Physical observations are associated with a maintained
digital representation, that representation is used within a defined decision process, and the resulting information may be
connected to an operational action under appropriate governance. Within the scope of this review, the usefulness of an
enterprise DT therefore depends on how these parts work together across the complete information and decision path. A
DT contributes to organizational processes when its information can be used for a defined decision and the resulting action
can be traced, evaluated, and revised.

Future research should therefore focus on composable twins, edge-native execution, uncertainty-aware operation, secure
decision provenance, human-governed Al, sustainability, and enterprise-level evaluation.
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